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6. Summary, conclusions and perspectives

6.1. Summary and conclusions

E valuating and predicting the affinity of protein binding of drug–like compounds is
directly relevant to pharmaceutical sciences in general and to drug discovery and de-

velopment in particular. The protein–binding affinity governs ligand complexation with
target proteins, and being able to quantitatively understand and predict this property can
greatly support lead finding and/or optimization in the drug discovery process. Hence,
improved efficiency and accuracy of computer–aided protein–ligand affinity methods are
needed to increase the success rate of drug discovery and design and to save time and re-
sources. Although alchemical methods can provide a robust calculation of protein–ligand
binding free energies (Δ𝐺𝑏𝑖𝑛𝑑), these methods are still computationally expensive and
impractical for high–throughput scenarios. Docking is a popular computational method
for protein–ligand binding pose prediction, but typically lacks accuracy in predicting
protein–ligand binding affinity due to the exclusion (or limited inclusion in some cases)
of conformational sampling and solvent effects, and approximated scoring functions.

Since the 1990s, end–point methods have been serving as alternative methods for
protein–ligand binding free energy calculation over the previously established rigorous
alchemical methods and approximated docking methods. The linear interaction energy
(LIE) [1] method is one of them and considers van der Waals (vdw) and electrostatic
interaction energies (ele) between ligand and surroundings from simulations of protein–
bound and free ligands in water. Curated experimental binding free energies are used
to parameterize 𝛼 and 𝛽 as coefficients for van der Waals and electrostatic energies,
respectively, which in turn constitute an equation that can be used to predict binding
free energy of ligands with unknown affinities towards their target protein.

As one of the popular end–point methods, LIE aims for a balance between accuracy
and efficiency required for Δ𝐺𝑏𝑖𝑛𝑑 computation by combining conformational sampling
and solvent effects (typically in MD) with a relatively fast scoring approach. With fitting
of 𝛼 and 𝛽 parameters in LIE, it is possible to calculate absolute binding free energies,
and it in turn enables the inclusion of multiple binding poses with a Boltzmann–like
weighting scheme as a single calculation of binding affinity per ligand [2]. This makes
LIE advantageous for calculating binding free energies of flexible proteins that can bind
ligands in multiple orientations. However, the need of experimental parameters and the
focus on end points only can affect the applicability of LIE modeling.

In Chapter 1, the background, status and context of the research described in this
thesis is outlined, notably providing an introduction to computer–aided drug design in
general and protein–ligand binding free energy calculations in particular. As described in
Chapter 1 as well, the aim of the thesis was to improve LIE performance in calculating
protein–ligand binding free energies and to evaluate its practical applicability in real–
life drug design scenarios. Subsequent chapters focus on various aspects of Δ𝐺𝑏𝑖𝑛𝑑
calculation by LIE at several methodological levels using different target proteins (FXR,
SIRT1, CYPs) as challenging case studies, and by using multiple strategies with emphasis
on the evaluation and development of LIE models. The major findings of the chapters
are summarized below.

Chapter 2 gives a more detailed overview of the LIE method, including its derivation
and advantages, model extensions and parameterization strategies proposed in literature,
and selected applications and (semi–)automation strategies. As also discussed in Chapter
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2, due to the need for training empirical parameters present in the central LIE equation,
one would like to be able to estimate the reliability of any LIE prediction to assess if
the query compound of interest is sufficiently represented by the employed set of model
training compounds. This can be expressed in terms of the applicability domain (AD)
of a model. While various strategies are available to quantify ADs of ligand–based
quantitative structure–activity relationships (QSARs) in terms of the descriptors used
[3], methods to analyze the AD of protein–structure (and –dynamic) based models such
as LIE were lacking until recently, when a novel approach was introduced to allow AD
assignment of LIE models based on simulation data only [4, 5] (Section 2.3).

Chapter 3 aimed to evaluate the performances of LIE and the above mentioned
AD analysis approach, and of eTOX ALLIES [6] which is an automated workflow for
performing LIE and AD analysis. This was done in a real–life scenario of a community
blind affinity prediction challenge organized by Drug Design Data Resource (D3R) during
phase 2 of Grand Challenge 2 (GC2) [7]. The eTOX ALLIES pipeline consists of molec-
ular docking, MD simulation, and iterative LIE analysis to calculate binding free energies
of query compounds by fitting LIE parameters using curated experimentally–determined
binding affinities of known compounds from literature. In D3R GC2, the challenge was
to predict binding affinities of (102) agonists for FXR (a nuclear receptor) with differ-
ent scaffolds, i.e., benzimidazole, isoxazole, sulfonamide, spiro, and some miscellaneous
FXR binders. For a subset of benzimidazole compounds (n=9), a predictive accuracy
(with a deviation from experiment of less than 5 kJ mol−) was obtained. Importantly,
we showed that our AD analysis can yield representative metrics (in terms of an index
for the level of confidence) to quantify the reliability of the binding affinity predictions
based on simulation data only. It should also be noted that LIE might fail to predict
the binding affinity of compounds with different structural properties and protein–ligand
interaction profiles and/or domain of applicability from the ligands used for model train-
ing, or when the number of compounds constituting the training set cannot cover the
range of experimental data of the test set. However, this can be estimated by the con-
fidence level retrieved from AD analysis, to indicate possible limitations of the obtained
LIE model. To enrich the interpretation of the applicability domain, we incorporated
protein–ligand interaction profiling to evaluate the interaction of FXR with its ligands
per obtained confidence level. We found that the confidence levels of the AD analysis
were in line with the frequency of ligand interaction with hotspot residues in the protein
and the model deviation and correlation metrics obtained from the prediction [8].

Besides LIE, another popular end–point method is molecular mechanics combined
with Poisson–Boltzmann and surface area (MM/PBSA) [9]. Chapter 4 provides a com-
parison between LIE and MM/PBSA in calculating binding free energies of inhibitory
thieno[3,2–d]pyrimidine–6–carboxamide analogs (n=27) for the sirtuin 1 (SIRT1) recep-
tor. Our study showed that LIE allows the calculation of direct (”absolute”) values for
SIRT1 binding free energies with significantly lower compute requirements compared to
MM/PBSA, while the accuracy in calculating relative values for Δ𝐺𝑏𝑖𝑛𝑑 was comparable
(Pearson’s 𝑟 = 0.72 and 0.64 for LIE and MM/PBSA, respectively). We also investigated
the effect of inclusion of multiple binding poses with respect to the results from LIE, and
found that Boltzmann–like weighting of outcomes of simulations starting with different
poses can retrieve appropriate binding orientations or protein–ligand interaction profiles.
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However, for that purpose it is crucial to have proper binding poses available to start
simulations from. It was also shown that incorporating too many binding poses does
not necessarily lead to lower predictive quality. Therefore, when being able to generate
and select appropriate binding poses from docking and/or experimental information on
protein–ligand interactions, iterative LIE training can subsequently be performed in an
unsupervised manner. In line with Chapter 3, it was found that the performance quality
of LIE modeling can be interpreted in terms of protein–ligand interaction profiles. These
profiles showed that the lower performance quality of a multiple–pose LIE model was
due to the fact that the unsupervised selection of starting poses for MD did not suf-
ficiently cover protein–ligand interactions during MD (as compared to the single–pose
LIE model). In addition, it was shown that longer MD equilibration times do not nec-
essarily lead to improved agreement with experimental data, which makes the selection
of the optimal simulation times to be an effective model parameter, while longer MD
simulations are more required for MM/PBSA than for LIE due to the relatively slow
convergence of the MM/PBSA polar term. It was also shown that for this particular
SIRT1 system, the exclusion of electrostatic and polar terms can increase the efficiency
and accuracy of the LIE and MM/PBSA models performed, which may be due to the
hydrophobic characteristic of the SIRT1 active site [10].

Traditional LIE modeling uses MD simulations for both the protein–bound and the
unbound states of the ligand, but it is also possible to perform robust alchemical solvation
free energy calculations for the unbound ligands at relatively low computational costs.
They formed the basis for simulation studies in Chapter 5 in which LIE calculation of
binding free energies (Δ𝐺𝑏𝑖𝑛𝑑) of 28 pyridine analogs for Cytochrome P450 isoforms 2A6
and 2E1 was combined with solvation free energy (Δ𝐺𝑠𝑜𝑙𝑣) computation using alchemical
methods. By introducing alchemical free energy perturbation for the unbound ligands in
solvent, it was shown that the correlation between calculated and reference data can be
substantially improved (Pearson’s 𝑟 increased from 0.18 to 0.77) by means of the explicit
inclusion of the entropy of (de)solvation into our LIE–based affinity calculation. In
addition, we found that incorporating also the contribution from protein preorganization
into the evaluation of ligand–binding interaction energies (as explicitly incorporated in
linear response approximation (LRA) [11]) did not lead to further improvement in model
performance, indicating that it does not contribute significantly to trends in CYP2A6
ligand–binding for the studied dataset. Accounting for a possible difference among the
considered compounds in their loss in ligand–configurational freedom and/or in the gain
in solvent entropy upon protein binding (via inclusion of a 𝛾 offset parameter and/or
terms accounting for the solvent–accessible surface area or number of rotatable bonds
of the ligands) did neither lead to improved model performance.

In conclusion, this thesis presents for LIE several evaluations, developments, and
comparisons with other methods, in order to investigate and show the applicability of
LIE. With this work, we demonstrated that applicability domain (AD) analysis can be
an estimation of LIE model reliability (even in the context of blind affinity prediction).
Moreover, the estimated confidence levels of predictions for query compounds were in
line with the correspondence between their protein–ligand interaction profiles and the
interaction profiles obtained for the training compounds. This illustrates that appli-
cability domains can rather depend on protein–ligand interactions covered during MD
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instead of properties of the ligands alone. We also confirmed that depending on the
system of interest, the central LIE equation for scoring may be further optimized and
the selection of docking poses can be crucial, as demonstrated in the SIRT1 case study.
In addition, we showed that correlations between calculated and experimental binding
affinities obtained using LIE can be improved by combining it with alchemical solvation
free energy calculations of the unbound ligands.

6.2. Perspectives

Efficient and accurate binding free energy calculations can act as optimization tools
for promising compounds in drug design and discovery stages, while they can also be

used to prioritize candidate compounds and support the design of in vitro experiments.
Although many efforts have been conducted to speed up binding free energy calculations
and make them more accurate, they are still associated with multiple challenges, e.g.
they are only successful in particular systems, they require an expert supervision, and
there is no single method that can be applied for all settings. Other general challenges
are e.g. the need for extensive computational power, the need for large and informative
training sets, flexibility of the proteins, and force fields that are continuously improved.
However, many efforts have been made to tackle these challenges, such as the end–
point methods that offer a trade–off between accuracy and efficiency. In this thesis, we
focused on different aspects of LIE Δ𝐺𝑏𝑖𝑛𝑑 calculation by using several strategies with
an emphasis on the evaluation and development of LIE models.

The predictive value of any computational method being trained on empirical data
cannot be expected to be applicable much beyond the compounds in the training set.
As shown in Chapters 3 and 4, improving an empirically based computational method
does not only mean improving its sampling and scoring aspects, but also adding features
to measure the reliability of the prediction. With this in hand, the information on how
accurate the model is expected to perform can be obtained along with the results.
Therefore, the applicability domain (AD) analysis employed in Chapter 3 comes as a
highly relevant tool to measure the reliability of LIE predictions [4]. Chapters 3 and
4 concluded that applicability of LIE can be assessed by metrics such as protein–ligand
interaction profiles and AD analysis, and confirmed that similarity in protein–ligand
interactions may well be a better measure for comparable modes and/or affinities of
protein–ligand binding than structural overlaps alone.

As discussed in Chapter 5, even similar isoforms of Cytochrome P450s (i.e., CYP2A6
and CYP2E1) do not have the same values of 𝛼 and 𝛽, indicating that the transferability
of LIE models between similar systems is still limited so that parametrization using
experimental binding affinities is still necessary. This is also in line with the results
obtained in Chapter 3, showing that when the number of compounds in the training
set is large enough and when the protein–ligand interaction profiles are similar with the
test set, a higher confidence index for predictions using a given set of calibrated LIE
parameters can be obtained. This was shown in the FXR LIE model for benzimidazoles,
in contrast to the other models presented in Chapter 3. In addition, our finding in
Chapter 5 that one of the compounds (i.e. 22) is an outlier in terms of Δ𝐺𝑝𝑟𝑜𝑡 prediction
may be due to the fact that this is the only hydroxyl–containing compound in our
ligand set used there, and previously Åqvist and co–workers argued to calibrate different
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